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shows this share both before and after taxes. Focusing on the 
after- tax figure most relevant to final consumption, we see that 
the share of income taken by the top 1% of earners has roughly 
doubled from its trough of 8% in the mid- 1970s to its recent 
peak of 16%. A similar pattern, though less dramatic, prevailed 
in many other Anglo- Saxon countries during this period. In-
come patterns were more muted in some continental Euro-
pean and East Asian countries where government redistribu-
tion is more generous.5

Is this growth in inequality simply the price of a dynamic 
economy, as suggested by many “neoliberal” economic argu-
ments? Some economists have argued that growing inequality 
reflects the diverging skills and opportunities of the talented, 
skills that will go to waste if not rewarded by rising income. Yet 
rising inequality does not reflect only diverging wages, but the 
shift of national income away from wages entirely. Figure I.2 
shows the share of national income that accrues to all labor, 
from factory workers to CEOs, what economists call the “labor 
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FIgURe I.1: US income shares of top 1% households, including capital gains, 
before and after taxes. 
Source: Thomas Piketty, Emmanuel Saez, & Gabriel Zucman, Distributional 
National Accounts: Methods and Estimates for the United States, Quarterly 
Journal of Economics (Forthcoming).
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6 IntRodUctIon

share.” There has been a nearly 10% drop over this same period 
in the share of national income in the United States that re-
wards work, bringing the United States closer to developing 
countries where labor’s share is far lower than has traditionally 
been the case in rich countries.

Where has the money that used to pay workers gone? If it 
were rewarding saving, that might not be so worrying. After 
all, any citizen can choose to save, and rewarding saving can 
stimulate growth. Yet increasing evidence suggests that the re-
ward to saving is itself falling (as evidenced by falling interest 
rates) and instead an increasing fraction of national income is 
being absorbed by market power—what we later call the “mo-
nopoly problem.”6 Figure I.3 illustrates the trend.

The top panel of figure I.3 shows the share of US national 
income accounted for by “economic profits” above what would 
be expected under perfect competition, profits attributable to 
monopoly power. Such excess profits have risen roughly four-
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FIgURe I.2: Labor’s share of US National Income over time. 
Source: David Autor, David Dorn, Lawrence F. Katz, Christina Patterson, & John 
Van Reenen, The Fall of the Labor Share and the Rise of Superstar Firms (MIT 
Working Paper, 2017), https://economics.mit.edu/files/12979.
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tHe cRIsIs oF tHe lIBeRAl oRdeR 7

fold just since the early 1980s, in tandem with rising inequality 
and declining labor share.7 These profits are overwhelmingly 
claimed by the extremely wealthy. As we argue below, the rise 
in inequality and the fall in labor’s share are both fueled by and 
fuel a rich- get- richer dynamic. Sixty percent of the income of 
the top 1% of earners comes from such profits or returns on 
capital (as opposed to wages), four times as large a fraction as 

FIgURe I.3: Above— competitive profits as a fraction of national income 
in the United States over time. Below—markups over cost (black) and av-
erage share- weighted stock market value (gray).
Sources: Simcha Barkai, Declining Labor and Capital Shares (2017), 
http://home.uchicago.edu/~barkai/doc/BarkaiDecliningLaborCapital.
pdf, and Jan de Loecker & Jan Eeckhout, The Rise of Market Power and 
Macroeconomic Implications (2017), http://www.janeeckhout.com/wp 
-content/uploads/RMP.pdf.
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tHe cRIsIs oF tHe lIBeRAl oRdeR 9

and unemployment) undermined the then- accepted Keynes-
ian argument that inflation was a cost worth paying for full 
employment. The neoliberal and “supply- side” ideas that grew 
up in response promised that allowing greater play of capital-
ism (lower taxes, deregulation, privatization) would unleash 
economic growth. Even if capitalism might cause some in-
equality, wealth would eventually “trickle down” to ordinary 
workers. Yet not only has the promised wealth failed to trickle 
down; it has not materialized at all. In fact, productivity 
growth has dramatically fallen over this period. For example, 
in the United States, the growth in labor productivity from the 
end of World War II until 2004 was around 2.25% annually. 
Since 2005, productivity growth has slowed by a full percent-
age point, to around 1.25%.9

FIgURe I.4: Global inequality that is across as opposed to within countries from 1820 
to 2011, measured by the mean logarithmic deviation (see chapter 3). 
This series is based on a merger of the data of François Bourguignon and Christian 
Morrisson, Inequality Among World Citizens: 1820–1992, 92 American Economic 
Review 4 (2002), and Branko Milanovic, Global Inequality of Opportunity: How 
Much of Our Income Is Determined by Where We Live?, 97 Review of Econonomics 
& Statistics 2 (2015), performed by Branko Milanovic as a favor to us. 
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10 IntRodUctIon

This phenomenon has been less dramatic in the United 
States than in other wealthy countries. Figure I.5 shows pro-
ductivity growth in countries around the world beginning in 
1950.10 Overall, productivity growth has dramatically fallen 
since midcentury, with the exceptions of the 1995–2004 pe-
riod in certain wealthy countries and the different trend ob-
served in developing countries. In many wealthy countries, 
such as France and Japan, productivity growth fell by a factor 
of 10, from 5% to 7% during the period from 1950 to 1972 to 
just a fraction of a percent in the last decade. Recent data paint 
an even more discouraging portrait.11

A related problem concerns the key economic resources of 
labor and capital, which are marked by widespread unemploy-
ment (in the case of labor) or misallocation (in the case of 
capital). This aspect of sluggish economic growth has indepen-
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FIgURe I.5: Average annual real productivity growth around the world for various regions or 
countries and time periods, 1950–2013. 
Source: OECD.
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tABle I.1: Anti- establishment, illiberal, and populist movements in the ten largest economies in the world with above- average living standards, 
ordered in descending size, by 2016 International Monetary Fund nominal Gross Domestic Product

Country Leftist movement
Recent electoral 
standing Rightist movement

Recent electoral 
standing Historical precedents

United States Bernie Sanders Near- victory in Demo-
cratic primary

Donald Trump Won Presidency Unprecedented since 
at least Civil War

Japan None Nationalism and 
militarism within 
ruling party

Prime Minister has 
close ties to far 
Right

Unprecedented since 
WWII

Germany None Alternative for Ger-
many (AfD)

Third largest party Unprecedented since 
WWII

United Kingdom Jeremy Corbyn’s  
Labor Party

Near victory in 2017 
general election, 
leads in polls

Brexit, UK Indepen-
dence Party,

Theresa May

Won national refer-
endum, swayed 
Conservative party 
close to their views

Unprecedented since 
WWII

France Unsubmissive  
France

Fourth place in first 
round of presiden-
tial election

National Front (FN) Second place in presi-
dential election

Unprecedented since 
WWII

Italy Five Star Movement Leading recent opin-
ion polls

Five Star Movement,
Northern League

Leading, third in re-
cent opinion polls

Unprecedented since 
WWII

Canada None None
South Korea None None
Russia None Vladimir Putin Control of state since 

late 1990s
Leonid Brezhnev in 

early 1980s
Australia None Pauline Hanson’s  

One Nation
Fourth largest party Unprecedented
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RAdIcAl democRAcY 103

it and thus eliminates the net benefit of this electricity produc-
tion before he arrived. Nils should have to pay the value be-
yond the cost of production these others would have gained 
from the electricity had he not demanded less pollution. This 
quantity is given by the shaded triangle in the figure.

Because it is a triangle, its overall area grows as the square 
of the distance between B and A. This is what we call “qua-
dratic” growth—based, yes, on the same quadratic function 
that we saw in chapter 1. To better understand this quadratic 
growth, let’s imagine that in addition to owning a laundry, Nils 

FIgURe 2.1: Determining the optimal level of pollution and how much Nils 
should pay for his request.
Source: Adapted from N. Tideman & F. Plassmann, Public Choice (2017). 
https://doi.org/10.1007/s11127-017-0466-4.
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108 cHAPteR 2

votes. The exact number of votes that Kentaro and Meiko buy 
depends on their estimates of how likely it is that they will be 
pivotal voters, or other reasons that Kentaro and Meiko are 
motivated to vote. So, if Kentaro buys sixteen votes for 256 
(162), this does not mean that the value he places on the proj-
ect is equal to the value of 31. But assuming that Kentaro and 
Meiko have similar degrees of motivation to vote as a propor-
tion to how much they care about the issue, it does mean that 
Kentaro will always vote twice as much as Meiko will.

QV achieves a perfect balance between the free- rider and 
the tyranny of the majority problems. If the cost of voting in-
creased more steeply, say, as the fourth power of votes cast, 
those with strong preferences would vote too little and we 
would revert to a partial tyranny of the majority. If the cost of 
voting increased more slowly, those with intense preferences 
would have too much say, as a partial free- rider problem would 
prevail.

Thus, under QV, the communities can determine which 
group of people—the supporters or opponents—is willing to 
give up more total voice for the project even though it does not 

tABle 2.1: Votes and their cost under QV

Votes Total cost Marginal cost

1 1 1
2 4 3
3 9 5
4 16 7
5 25 9
6 36 11
7 49 13
8 64 15
16 256 31
32 1024 63
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112 cHAPteR 2

of preferences, which in reality is most likely a bell- shaped or 
normal curve. In the case of abortion rights, for example, most 
people are in the middle, with a small number who are ex-
tremely pro or con. But since the Likert test does not force 
respondents to truthfully display the intensity of their prefer-
ences, respondents tend to exaggerate—to “shout” their views, 
saying “very strongly” in favor or against rather than “just a 
little.” We see the same pattern in Amazon reviews: nearly ev-
eryone claims to love (five stars) or hate (one star) a product, 
when most people are likely in the middle. And even when 
people try to respond accurately, the Likert test reveals very 
little. Does a person who “very strongly” opposes abortion 
rights mean that she will vote against any candidate who sup-
ports those rights, or just that it is one among many factors that 
she will take into account?

FIgURe 2.2: Frequency of participants’ expression posi-
tions ranging from strong disagreement to strong agree-
ment with a national ban on abortion in the United States.
Source: Adapted from David Quarfoot, Douglas von  
Kohorn, Kevin Slavin, Rory Sutherland, David Goldstein, 
& Ellen Konar, Quadratic Voting in the Wild: Real Peo-
ple, Real Votes, 172 Pub. Choice 283 (2017), p. 6.
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RAdIcAl democRAcY 115

by grouping all, or nearly all, of the responses at the extremes, 
QV reveals these gradations. QV shows, for example, the 
greater intensity of preferences for repealing Obamacare, com-
pared to those for retaining it, which helped fuel the success of 
Republicans in the 2016 election.

A nice illustration of this second point is figure 2.5, which 
shows the voting patterns for two different voters who ex-
pressed the most extreme preference on almost every issue 
under Likert. The survey involved ten public policy questions, 
and the respondents in both cases gave in to the temptation, 
possible under Likert, to say that they cared maximally (either 
pro or con) about nearly all of them. This is not possible under 
QV. Under QV the participant on the left showed herself to 
actually have a reasonably strong interest in a range of issues, 
though to varying degrees. However, the voter on the right 
cared about only three issues, and to varying extents. All this 
richness of individual preference is hidden under Likert, but 
revealed by QV. Quarfoot and his co- authors show that these 

250

200

150

100

50

0

Vote strength

N
um

be
r g

iv
in

g 
vo

te 100

50

0

Vote strength

N
um

be
r g

iv
in

g 
vo

te

FIgURe 2.4: Participant opinions on Obamacare under a standard Likert (left) and QV 
(right) survey. “Vote strength” in both graphs represents degree of support (on left) or 
opposition (on right) for Obamacare. 
Source: Adapted from David Quarfoot, Douglas von Kohorn, Kevin Slavin, Rory Suther-
land, David Goldstein, & Ellen Konar, Quadratic Voting in the Wild: Real People, Real 
Votes, 172 Pub. Choice 283 (2017), p. 6.
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116 cHAPteR 2

additional details predicted the willingness of participants to 
take actions that were potentially costly to them, indicating 
that their findings were meaningful rather than spurious. They 
asked participants if they wanted to receive emails about vari-
ous issues, and found the likelihood that a participant signed 
up for emails was predicted by the variation in preference in-
tensity that was revealed in the QV results and lacking in the 
Likert results. Other research on QV has shown a tight corre-
lation between QV votes and voting turnout intentions on 
referenda.45

Leaders, political campaigns, and political scientists have 
begun to explore whether using QV to elicit public opinions 
allows them to more accurately answer the questions so cru-
cial to their jobs: how can we form a platform and reach com-
promises that will respect the strongly held views of a range of 
citizens? In the coming years, experiments with QV will offer 
a proving ground for the practical utility of QV.
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FIgURe 2.5: The differing QV preferences of two participants who both voted at the ex-
tremes on almost all issues on Likert.
Source: CDE.
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134 cHAPteR 3

50% since that year, thanks to the rapid development of China 
and India. On the other hand, average inequality within coun-
tries has changed gradually over this period. It increased from 
about 35% in 1820 to about 38% at its peak just before World 
War I and then declined to a low of 27% in the 1970s. Since 
then it has fallen a bit more, to 24%. The average of within- 
country inequality declined because the increase in inequality 
within wealthy countries, which we highlighted in the intro-
duction, was offset by the reduction of inequality within many 
poor countries.

Together these patterns imply that inequality across coun-
tries has gone from a relatively insignificant phenomenon in 

1800 1850 1900 1950 2000 2050

120

100

80

60

40

20

0

Global inequality

International inequality

Intranational inequality

FIgURe 3.1: Global inequality, both in total (black) and decomposed 
into between (dark gray) and within (light gray) country components 
from 1820 to 2011. 
Source:This series is based on a merger of the data of François Bour-
guignon and Christian Morrisson, Inequality Among World Citizens: 
1820–1992, 92 American Economic Review 4 (2002), and Branko Mila-
novic, Global Inequality of Opportunity: How Much of Our Income Is 
Determined by Where We Live?, 97 Review of Econonomics & Statis-
tics 2 (2015), performed by Branko Milanovic as a favor to us. 
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182 cHAPteR 4

tions is held diffusely by individual households who have no 
capacity to play a role in governing these corporations.17

This contrasts sharply with the heft of institutional inves-
tors. Since the late 1980s, BlackRock, Fidelity, Vanguard, and 
State Street have not just grown large in absolute terms. They 
have also become the largest shareholders of major US corpo-
rations.18 Table 4.1 shows a typical example from the US bank-
ing industry. Nor is this trend limited to the United States: fig-
ures are similarly high in Canada, Denmark, France, and 
Sweden, among other countries.19

As these institutions grew, they became the largest owners 
of the firms in which they invested. In the 1990s, scholars began 
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FIgURe 4.2: Asset holdings of mutual funds and index funds over time 
since 1975. 
This series was created using data from the 2016 edition of the Invest-
ment Company Institute’s Institutional Investor Fact Book and the World 
Bank’s 2017 World Development Indicators. From 2000 onward, we cal-
culate institutional investors’ stake in US equities as the sum of all non- 
World equity fund assets plus half of hybrid fund assets. In total these are 
roughly 40% of total institutional assets during the 2000–2015 period. 
Prior to 2000, the Fact Book reports only aggregate assets; to extrapolate 
our analysis backwards, we assume that 40% of these assets are US eq-
uity holdings. We then divide these numbers by the World Development 
Indicators’ total size of US public equities.
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dIsmemBeRIng tHe octoPUs 183

speculating that the institutional investors might provide the 
market discipline that the dispersed shareholders of the Berle- 
Means corporation could not.20 Vanguard, for example, owns 
more than 6% of Delta Airlines, making it the largest single 
shareholder. Despite this not being anywhere near a majority 
stake, when Vanguard calls, Delta’s CEO will answer the phone 
because Vanguard is Delta’s largest shareholder.

Furthermore, most institutional investors (but not Van-
guard) offer many managed funds that pick stocks and thus 
threaten to sell stock if the firms they invest in do not follow 
their advice. The actual role of institutional investors in gover-
nance remains the subject of debate. But the debate misses the 
real importance of the rise of institutional investors: that if 
they control the firms they own, then they can use this control 
for bad purposes as well as good.

tABle 4.1: The top five shareholders of the six largest US banks

JP Morgan Chase % Bank of America % Citigroup %

BlackRock 6.4 Berkshire Hathaway* 6.9 BlackRock 6.1
Vanguard 4.7 BlackRock 5.3 Vanguard 4.5
State Street 4.5 Vanguard 4.5 State Street 4.2
Fidelity 2.7 State Street 4.3 Fidelity 3.6
Wellington 2.5 Fidelity 2.1 Capital World In-

vestors
2.4

Wells Fargo % U.S. Bank % PNC Bank %

Berkshire Hath away 8.8 BlackRock 7.4 Wellington 8.0
BlackRock 5.4 Vanguard 4.5 BlackRock 4.7
Vanguard 4.5 Fidelity 4.4 Vanguard 4.6
State Street 4.0 State Street 4.4 State Street 4.6
Fidelity 3.5 Berkshire Hathaway 4.3 Barrow Hanley 4.0

Source: José Azar, Sahil Raina, & Martin C. Schmalz, Ultimate Ownership and Bank Com-
petition (unpublished manuscript, July 23, 2016), https://papers.ssrn.com/sol3/papers.
cfm?abstract_id=2710252.
*Warrants without voting rights.
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A neural network is able to handle such sophisticated ab-
stractions by learning the presence of more abstract features of 
data in its “hidden layers.” Immediately apparent facts about 
an image, such as the shade of color of each pixel in an image, 
are represented by the activation of “neurons” or nodes in an 
“input layer.” This input layer of neurons is then connected to 
a “hidden layer” meant to represent somewhat more abstract 
features. Neurons in this hidden layer will in turn activate 
when some weighted average of the inputs to that neuron sur-
pass some “activation threshold.” These activations tend to 
represent slightly more abstract and complex features of the 
image.

To achieve greater abstraction, this hidden layer is then 
connected to a second hidden layer, with the same properties, 
and so on. Eventually the last of these hidden layers yields to a 
final “output layer” that determines the eventual outcome of 
interest, such as a prediction of whether the photo is Republi-
can campaign material. Figure 5.1 shows an example of a sim-
ple neural net with only two hidden layers.

Neural nets can, in principle, encode a very wide range of 
relationships, especially when the number of layers is large. 
Typically, each layer will encode a higher level of abstraction 

{~?~IM: insert fig. 5.2 near here.}

Input layer

Output layer

Hidden layer 1 Hidden layer 2

FIgURe 5.1: A stylized representation of a neural net.
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216 cHAPteR 5

than the layer below it. Figure 5.2 represents an example. 
“Shallow” layers, near the input image on the left, represent 
relatively simple features of the image. On the far left we see a 
typical image input. Next, to its right, we see a shallow hidden 
layer. A typical set of patterns that leads to activation of this 
neuron is shown. This layer tends to detect lines and colors 
oriented in various directions, a relatively simple and concrete 
idea. A deeper layer, shown to its right, encodes elements of a 
typical face, such as eyes, ears, noses, etc. On the far right we 
see one of the deepest layers, closest to output. These show 
abstract versions of entire faces. Once a neural network 
reaches this level of abstraction, it is clear how it can detect 
faces: the firing of one or more of these deepest “facial recogni-
tion” neurons indicates that a face is present in the picture. 
Neural networks thus achieve astonishing intelligence through 
repeatedly reprocessing increasingly complex inputs into more 
complex ones through a series of layers, until they finally reach 
their desired prediction.

How does a neural network learn, from the endless possible 
combinations of weights at each layer, which ones are right to 
predict the outcome of interest (the presence of a face in this 

FIgURe 5.2: A facial recognition neural net. Deeper layers represent higher degrees of 
abstraction.
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want to fit (the deeper and more fully connected the neural 
net), the more data we need to avoid overfitting. Computer 
scientists and statisticians call the number of labeled data 
points needed to avoid overfitting for a problem (such as rec-
ognizing faces, or artistic styles) the “sample complexity” of 
the problem.15

Data alone, however, are insufficient to train a neural net. 
These data have to be stored and processed. More important, 
the process of actually training the net requires huge numbers 
of computations. Without ample computers capable of per-
forming all these calculations, neural nets never find the right 
explanation of the observed data, no matter how much of it 
there is. The dramatic advances in computational and storage 
capacity on the cloud in the late 2000s were critical to allowing 
neural nets to be trained. The deeper and more complicated a 

FIgURe 5.3: The problem of overfitting, illustrated by predicting presidential elections. 
Source: Excerpted from “Electoral Precedent” at https://xkcd.com/1122/.
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rather than the average value gained by its consumption. While 
the average value of water is high, its marginal value is low as it 
is so plentiful. Varian’s argument is that while data may have 
enormous value in total or on average, on the margin no indi-
vidual’s data are worth much.

Varian’s argument is persuasive if we focus on traditional 
uses of data in classical, pre- ML statistics. In standard statis-
tics, the goal is to measure some parameter of interest; the sim-
plest example would be the average of something (say, income) 
in a population. Under common assumptions, the marginal 
value of an additional individual’s income in allowing you to 
measure the average income in the population diminishes rap-
idly, because the more you see, the less uncertainty you have 
about this average. The marginal reduction in uncertainty dies 
off as the 1.5 power of the number of individuals; this mathe-
matical relationship is depicted in figure 5.4.

For example, if the marginal reduction in uncertainty from 
one more individual’s data when there are only one hundred 
individuals observed is one unit, by the time we observe a mil-
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FIgURe 5.4: The value of data as a function of the 
number of observations in a standard statistical es-
timation problem. The marginal value declines 
rapidly. Thanks to Nicole Immorlica for providing 
this graph.
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Notice that, after the sharp rise around the sample complexity 
point, the shape of the curve, at least for a while, closely 
matches what we saw in classical statistics. Once we have 
reached enough data to make progress on a particular ML task 
(such as recognizing whether there is a human in a photo), this 
problem becomes like a classical statistics problem and addi-
tional data lose their value at a similar rate. Until we reach this 
point, data go through a long period of being useless for the 
opposite reason and then being incredibly useful over a very 
short range where the data teach the system what it needs to 
know.

However, while this pattern holds for any given task the ML 
system wants to learn, the overall learning of the system is 
quite different, as the figure illustrates. While at any given time 
the system is only in the data range of learning one or a few 
things, at any given time it is most likely learning something.  
In the figure, a vision system based on a third of the data (la-
beled photographs) that has been collected has already mas-
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FIgURe 5.5: The value of data as a function of the 
number of observations in a typical ML domain, 
here machine vision. Each vertical line represents 
the sample complexity of a particular problem. 
Thanks to Nicole Immorlica for providing the 
graph.
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